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https://www.youtube.com/watch?v=VkHfRKewk\Ww

https://robodk.com/blog/robodks-virtual-assistant/neuralnetwork-training/
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David E Rumelhart, Geoffrey E Hinton, et.al, “Learning representations by back-propagating errors,” Nature, 1986.
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David E Rumelhart, Geoffrey E Hinton, et.al, “Learning representations by back-propagating errors,” Nature, 1986.
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David E Rumelhart, Geoffrey E Hinton, et.al, “Learning representations by back-propagating errors,” Nature, 1986.
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David E Rumelhart, Geoffrey E Hinton, et.al, “Learning representations by back-propagating errors,” Nature, 1986.
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David E Rumelhart, Geoffrey E Hinton, et.al, “Learning representations by back-propagating errors,” Nature, 1986.
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David E Rumelhart, Geoffrey E Hinton, et.al, “Learning representations by back-propagating errors,” Nature, 1986.
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Huang, Baichuan, and Amir Aminifar. "TinyFoA: Memory Efficient Forward-Only Algorithm for On-Device Learning." Proceedings of the AAAI
Conference on Atrtificial Intelligence. Vol. 39. No. 16. 2025.
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Large Language Models (LLMS)
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Large Language Models (LLMS)

Classification
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Guo, Daya, et al. "Deepseek-r1 incentivizes reasoning in llms through reinforcement learning." Nature 645.8081 (2025): 633-638.
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| like football, but basketball more

https://sebastianraschka.com/blog/2023/self-attention-from-scratch.htmi
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Attention to Transformer
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Vaswani, Ashish, et al. "Attention is all you need." Advances in neural information processing systems 30 (2017).
https://poloclub.github.io/transformer-explainer/
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LLM Architectures
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Training Transformer (strubell E. 2020)

626,155 Ibs

Strubell E, et al. Energy and policy considerations for modern deep learning research. AAAI, 2020.
Vaswani A. Attention is all you need. NeurlPS, 2017.
https://www.forbes.com/sites/robtoews/2020/06/17/deep-learnings-climate-change-problem/
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Environmental Impact of Training Transformer

5=

Training Transformer (strubell E. 2020) Total Lifetime of a Car

626,155 Ibs = 126,000 Ibs

Strubell E, et al. Energy and policy considerations for modern deep learning research. AAAI, 2020.
Vaswani A. Attention is all you need. NeurlPS, 2017.
https://www.forbes.com/sites/robtoews/2020/06/17/deep-learnings-climate-change-problem/
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. 626,155 Ibs = 126,000 Ibs

=0

36,156 Ibs

Strubell E, et al. Energy and policy considerations for modern deep learning research. AAAI, 2020.
Vaswani A. Attention is all you need. NeurlPS, 2017.
https://www.forbes.com/sites/robtoews/2020/06/17/deep-learnings-climate-change-problem/
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Training Transformer (strubell E. 2020) Total Lifetime of a Car Average American in a Year

626,155 Ibs = 126,000 Ibs

The computational resources needed to produce a best-in-class Al

36,156 Ibs

model has on average

Strubell E, et al. Energy and policy considerations for modern deep learning research. AAAI, 2020.
Vaswani A. Attention is all you need. NeurlPS, 2017.
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Energy Consumption of Training LLMs Luno

@ GPT-3 @ GPT-4

D. Patterson, et al. Carbon emissions and large neural network training, 2021.
https://tinyml.substack.com/p/the-carbon-impact-of-large-language
Data sources: U.S. Energy Information Administration, Electric Power Research Institute (EPRI)
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Energy Consumption of Training LLMs Luno

@ GPT-3 @ GPT-4

1,216,950 Ibs 15,238,333 Ibs

D. Patterson, et al. Carbon emissions and large neural network training, 2021.
https://tinyml.substack.com/p/the-carbon-impact-of-large-language
Data sources: U.S. Energy Information Administration, Electric Power Research Institute (EPRI)
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Energy Consumption of Training LLMs Luno

@ GPT-3 @ GPT-4

1,216,950 Ibs 15,238,333 Ibs

< > 1,287 Megawatt-Hour 62,318 Megawatt-Hour

D. Patterson, et al. Carbon emissions and large neural network training, 2021.
https://tinyml.substack.com/p/the-carbon-impact-of-large-language
Data sources: U.S. Energy Information Administration, Electric Power Research Institute (EPRI)
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Pre-Trained LLMs to Task Adaptation

$$$ in compute

Base model

Very large corpus Days of training
$$Sin compute

Pretrained
language model

Training can be

done on single GPU Easily reproductible

https://huggingface.co/learn/lim-course/en/chapter1/4
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Fine-tuned
language model
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Han, Zeyu, et al. "Parameter-Efficient Fine-Tuning for Large Models: A Comprehensive Survey." Transactions on Machine Learning Research. 2024
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Han, Zeyu, et al. "Parameter-Efficient Fine-Tuning for Large Models: A Comprehensive Survey." Transactions on Machine Learning Research. 2024
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Huang, Baichuan, Ananth Balashankar, and Amir Aminifar. "BEFT: Bias-Efficient Fine-Tuning of Language Models." (2025).
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"BEFT: Bias-Efficient Fine-Tuning of Language Models." (2025).
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Hu, Edward J., et al. "Lora: Low-rank adaptation of large language models." ICLR 1.2 (2022): 3.
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Hu, Edward J., et al. "Lora: Low-rank adaptation of large language models." ICLR 1.2 (2022): 3.
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Han, Song, Huizi Mao, and William J. Dally. "Deep Compression: Compressing Deep Neural Network with Pruning, Trained Quantization and

Huffman Coding." ICLR. 2016.
Gu, Naibin, et al. "Light-PEFT: Lightening Parameter-Efficient Fine-Tuning via Early Pruning." Findings of the Association for Computational

Linguistics ACL 2024. 2024.
Wang, Yuxin, et al. "CFSP: An Efficient Structured Pruning Framework for LLMs with Coarse-to-Fine Activation Information." Proceedings of the

31st International Conference on Computational Linguistics. 2025.
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Han, Song, Huizi Mao, and William J. Dally. "Deep Compression: Compressing Deep Neural Network with Pruning, Trained Quantization and
Huffman Coding." ICLR. 2016.

Gu, Naibin, et al. "Light-PEFT: Lightening Parameter-Efficient Fine-Tuning via Early Pruning." Findings of the Association for Computational
Linguistics ACL 2024. 2024.

Wang, Yuxin, et al. "CFSP: An Efficient Structured Pruning Framework for LLMs with Coarse-to-Fine Activation Information." Proceedings of the
31st International Conference on Computational Linguistics. 2025.
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Dettmers, Tim, et al. "Qlora: Efficient finetuning of quantized lims." Advances in neural information processing systems 36 (2023): 10088-10115.

https://huggingface.co/blog/hf-bitsandbytes-integration
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Zhang, Yihua, et al. "Revisiting zeroth-order optimization for memory-efficient LLM fine-tuning: a benchmark." Proceedings of the 41st International
Conference on Machine Learning. 2024.

Fernandez, Jesus Garcia, Nasir Ahmad, and Marcel van Gerven. "A Unified Perspective on Optimization in Machine Learning and Neuroscience:
From Gradient Descent to Neural Adaptation." arXiv preprint arXiv:2510.18812 (2025).

https://sites.google.com/view/zo-tutorial-aaai-2024/
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Zhang, Yihua, et al. "Revisiting zeroth-order optimization for memory-efficient LLM fine-tuning: a benchmark." Proceedings of the 41st International
Conference on Machine Learning. 2024.

Fernandez, Jesus Garcia, Nasir Ahmad, and Marcel van Gerven. "A Unified Perspective on Optimization in Machine Learning and Neuroscience:
From Gradient Descent to Neural Adaptation." arXiv preprint arXiv:2510.18812 (2025).
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Ram, Ori, et al. "In-context retrieval-augmented language models." Transactions of the Association for Computational Linguistics 11, 2023.
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Prompt Engineering Classify the sentiment of the following sentence as positive or negative:

"T love this movie!"™

Review: "It was amazing!" - Label:
In-Context Learning  review: "7oo boring.” -

Review: "I loved the actors!" -

Ram, Ori, et al. "In-context retrieval-augmented language models." Transactions of the Association for Computational Linguistics 11, 2023.
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Prompt Engineering Classify the sentiment of the following sentence as positive or negative:

"I love this movie!"

Review: "It was amazing!" - Label:
]
In-Context Learnmg Review: "Too boring." -
Review: "I loved the actors!" -

Query: What is photosynthesis?
{

Retrieval-Augmented
Generation (RAG)

Retrieved: "Photosynthesis is the process by which green plants..."

-

LLM: "Photosynthesis is the process used by plants..."

Ram, Ori, et al. "In-context retrieval-augmented language models." Transactions of the Association for Computational Linguistics 11, 2023.
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Efficient Inference for LLMs-Sparse Attention

Quadratic attention, computes attention
scores for every pair of token

https://www.dailydoseofds.com/p/techniques-to-extend-context-length-of-llms/

Sparse attention, computes attention
scores only for nearby tokens
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Chen, Yanxi, et al. "EE-LLM: Large-Scale Training and Inference of Early-Exit Large Language Models with 3D Parallelism." ICML. 2024.
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Background: GPU Compute Model & Memory Hierarchy

S\ SRAM: 19TB/s (20 MB)
SRAM

S HBM: 1.5 TB/s (40 GB)
HBM

WETLEU T Tel"A DRAM: 12.8 GB/s
(CPU DRAM) (>1TB)

Memory Hierarchy with
GPU #1 GPU #N Bandwidth & Memory Size

Dao, Tri, et al. "Flashattention: Fast and memory-efficient exact attention with io-awareness." Advances in neural information processing systems 35
(2022): 16344-16359.
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Vanilla Attention Flash Attention

Read Q,K to SRAM
Compute A = QxK
Mask A into A
Softmax A’ into A”
Write A” to HBM

1. Matmul_op (Q,K)
a. Read Q,Kto SRAM
b. Compute matmul A=QxK
c. Write A to HBM
2. Mask_op
a. Read A to SRAM
b. Mask Ainto A
c. Write A'to HBM
3. Softmax_op

a. Read A to SRAM
b. Softmax A’ into A”
c. Write A” to HBM

ol ol

Dao, Tri, et al. "Flashattention: Fast and memory-efficient exact attention with io-awareness." Advances in neural information processing systems 35
(2022): 16344-16359.
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Outer Loop

Kl:dxN
Vanilla Attention Flash Attention
Copy Block to SRAM
a. Read Q,Kto SRAM Compute A = QxK Q:Nxd H i > V:NXd

SV b (G (DN =k

b. Compute matmul A=QxK Mask A into A’
c. Write A to HBM Softmax A’ into A” |
2. Mask_op Writt A’toHBM | | ! v TTTTTTTTTTT T
a. Read Ato SRAM 2 | | o
b. MaskA into A [ Compute Block | =
c. Write A’ to HBM = on SRAM | 5 =
c S o
3. Softmax_op £ 2 S
a. ReadA to SRAM | g
b. Softmax A’ into A” _8
c. Write A” to HBM | \/ \J
|

Output to HBM
sm(QK")V: N xd

Inner Loop

Dao, Tri, et al. "Flashattention: Fast and memory-efficient exact attention with io-awareness." Advances in neural information processing systems 35
(2022): 16344-16359.



LLM Serving System-vLLM

0. Before generation.

Logical KV cache blocks

Block 0

Prompt: “Alan Turing is a computer scientist”
Completion:

Block

table

Block 1

Physical
block no.

# Filled
slots

Block 2

Block 3

Kwon, Woosuk, et al. "Efficient memory management for large language model serving with pagedattention." SOSP 2023.

Block 0

Block 1

Block 2

Block 3

Block 4

Block 5

Block 6

Block 7

PagedAttention

Physical KV cache blocks

LUND

UNIVERSITY
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LLaMA-13B, A100-40GB

c

- 154.2

S 150 e

g

2100

E— 61.8

o 50 e

>

o 6.4

L Q) (—— | B

= HF TGl VLLM
PagedAttention

Kwon, Woosuk, et al. "Efficient memory management for large language model serving with pagedattention." SOSP 2023.



LLM Serving System-SGLang

RadixAttention

root

/ \\

shared prefix A shared prefix B
| req 1 suffix req 2 suffix req 3 suffix | |req 4 suffix
: shared — skip recompute ~ |unigue — need compute

Zheng, Lianmin, et al. "Sglang: Efficient execution of structured language model
programs." Advances in neural information processing systems 37 (2024).

https://Inkd.in/p/egeyaS GV
https://developer.arm.com/community/arm-community-blogs/b/ai-

blog/posts/bringing-sglang-high-performance-lim-inference-to-arm-neoverse

e

UNIVERSITY
@ ° e
What s RadixAttention?
SGLang keeps the KV cache of earlier prompts in a radix tree. A new
message reuses the longest matching prefix and computes only the rest.
1. Match. The system prompt is already in the tree. Reuse its KV.
system prompt user A chat now explain the diff
2,000 lf)k‘i‘% 1,400 tokens 24 new tokens
fix the failing test +22
user A chat
1,400 tokens cached
summarize this PDF +31
user B chat
900 tokens cached
shorter please +15
write the SQL +18
System prompt user C chat
2,000 tokens cached 2,300 tokens cached
why is it still slow? +33
translate to Hindi +27
user D chat
650 tokens cached
make it more formal +26
3,400 24
tokens reused from the tree tokens actually computed

Shared prefix: four chats, one system prompt, computed once.
Memory full: the least recently used leaf is evicted first.
Zheng et al., SGLang, NeurlPS 2024

From the vLLM + SGLang bootcamp - viim-sglang.vizuara.ai
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Cerebras

Model putin SRAM
No HBM

LPU
Super Fast Static Scheduling
Good for Decode Compiler Pre-Execution
Size Very Big Reduce runtime contention and
latency fluctuations
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